
Dr. Juan Gómez Luna
Prof. Onur Mutlu

ETH Zürich
Fall 2022

21 November 2022

P&S Heterogeneous Systems

Parallel Patterns: Convolution



Parallel Patterns



Reduction Operation
n A reduction operation reduces a set of values to a single 

value
q Sum, Product, Minimum, Maximum are examples

n Properties of reduction
q Associativity
q Commutativity
q Identity value

n Reduction is a key primitive for parallel computing
q E.g., MapReduce programming model

Dean and Ghemawat, “MapReduce: Simplified Data Processing of Large Clusters,” OSDI 2004 3



Divergence-Free Mapping (I)
n All active threads belong to the same warp
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Divergence-Free Mapping (II)
n Program with high SIMD utilization
__shared__ float partialSum[]

unsigned int t = threadIdx.x;

for(int stride = blockDim.x; stride > 0;  stride >> 1){

__syncthreads();

if (t < stride)
partialSum[t] += partialSum[t + stride];

}
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Histogram Computation
n Histogram is a frequently used computation for reducing 

the dimensionality and extracting notable features and 
patterns from large data sets
q Feature extraction for object recognition in images
q Fraud detection in credit card transactions
q Correlating heavenly object movements in astrophysics
q …

n Basic histograms - for each element in the data set, use the 
value to identify a “bin” to increment
q Divide possible input value range into “bins”
q Associate a counter to each bin
q For each input element, examine its value and determine the 

bin it falls into and increment the counter for that bin

6
Slide credit: Hwu & Kirk



Parallel Histogram Computation: Iteration 2
n All threads move to the next section of the input

q Each thread moves to element threadID + #threads
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Histogram Privatization
n Privatization: Per-block sub-histograms in shared memory

q Threads use atomic operations in shared memory
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Global memory

Final histogram

Shared memory
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Convolution



Convolution and its Applications
n Convolution is a widely-used operation in signal processing, 

image processing, video processing, and computer vision

n Convolution applies a filter or mask or kernel* on each 
element of the input (e.g., a signal, an image, a frame) to 
obtain a new value, which is a weighted sum of a set of 
neighboring input elements
q Smoothing, sharpening, or blurring an image
q Finding edges in an image
q Removing noise, etc.

n Applications in machine learning and artificial intelligence
q Convolutional Neural Networks (CNN or ConvNets)

10* The term “kernel” may create confusion in the context of GPUs (recall a CUDA/GPU kernel is a function executed by a GPU)



1D Convolution Example
n Commonly used for audio processing
n Mask size is usually an odd number of elements for 

symmetry (5 in this example)
n Calculation of P[2]:
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1D Convolution Example: Next Element
n Calculation of P[3]
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1D Convolution Boundary Condition
n Calculation of output elements near the boundaries

(beginning and end) of the input array need to deal with 
“ghost” elements
q Different policies (0, replicates of boundary values, etc.)
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1D Convolution Kernel 
with Boundary Condition Handling*

14

__global__ void convolution_1D_basic_kernel(float *N, float *M, float *P,
int Mask_Width, int Width) {

int i = blockIdx.x * blockDim.x + threadIdx.x; // Index of output element

float Pvalue = 0;

int N_start_point = i - (Mask_Width/2); // Index of first neighbor

for(int j = 0; j < Mask_Width; j++) {

// Check the boundaries
if(N_start_point + j >= 0 && N_start_point + j < Width) {

Pvalue += N[N_start_point + j] * M[j]; // Multiply and accumulate
}

}

P[i] = Pvalue; // Store output element
}
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* All elements outside the image are 0 in this kernel



Recall: Memory Hierarchy in CUDA Programs
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Constant memory
Host
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Memory in the GPU Architecture
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Storing the Mask in Constant Memory
n We can store the mask in constant memory

q The mask is small
q It is constant
q It is accessed by all threads

n Constant memory is cached inside each GPU core and it is 
particularly fast when all threads of a warp access the same 
value

n 1. Declare the mask as a global variable
#define MASK_WIDTH 5

__constant__ float M[MASK_WIDTH];

n 2. Initialize the mask from the host
cudaMemcpyToSymbol(M, M_h, Mask_Width*sizeof(float));

17
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1D Convolution Kernel 
with Boundary Condition Handling and Constant Cache for M

18

#define MASK_WIDTH 5
__constant__ float M[MASK_WIDTH];

__global__ void convolution_1D_basic_kernel(float *N, float *P,
int Mask_Width, int Width) {

int i = blockIdx.x * blockDim.x + threadIdx.x; // Index of output element

float Pvalue = 0;

int N_start_point = i - (Mask_Width/2); // Index of first neighbor

for (int j = 0; j < Mask_Width; j++) {
// Check the boundaries
if (N_start_point + j >= 0 && N_start_point + j < Width) {

Pvalue += N[N_start_point + j] * M[j]; // Multiply and accumulate
}

}
P[i] = Pvalue; // Store output element

}
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Use it with caution! Constant 
cache is small (e.g., 64 KB)



Recall: Data Reuse: Tiling
n To take advantage of data reuse, we divide the input into tiles 

that can be loaded into shared memory

__shared__ int l_data[(L_SIZE+2)*(L_SIZE+2)];
…
Load tile into shared memory
__syncthreads();
for (int i = 0; i < 3; i++){
for (int j = 0; j < 3; j++){
sum += gauss[i][j] * l_data[(i+l_row-1)*(L_SIZE+2)+j+l_col-1];

}
}

19
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Loading the Left Halo 

21

int n = Mask_Width/2;
int halo_index_left = (blockIdx.x - 1)*blockDim.x + threadIdx.x;

if (threadIdx.x >= blockDim.x - n) {

N_ds[threadIdx.x - (blockDim.x - n)] =
(halo_index_left < 0) ? 0 : N[halo_index_left];

}
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N

N_ds

Slide credit: Hwu & Kirk



Loading the Internal Elements

22

N_ds[n + threadIdx.x] = N[blockIdx.x*blockDim.x + threadIdx.x];
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halo_index_left = 2
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N_ds

threadIdx.x = 2

Slide credit: Hwu & Kirk



Loading the Right Halo 
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int halo_index_right = (blockIdx.x + 1)*blockDim.x + threadIdx.x;

if (threadIdx.x < n) {

N_ds[n + blockDim.x + threadIdx.x] =
(halo_index_right >= Width) ? 0 : N[halo_index_right];

}

1 2 3 4 5 6 7 8 9 10 11 12 13 140 15

threadIdx.x = 2

halo_index_right = 10

n = 2

2 3 4 5 6 7 8 9

N

N_ds

Slide credit: Hwu & Kirk
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__global__ void convolution_1D_basic_kernel(float *N, float *P, int Mask_Width, int Width) {

int i = blockIdx.x*blockDim.x + threadIdx.x;  // Index of output element
__shared__ float  N_ds[TILE_SIZE + MAX_MASK_WIDTH - 1];  // Shared memory tile

int n = Mask_Width/2;  // Halo width

// Load left halo
int halo_index_left = (blockIdx.x - 1)*blockDim.x + threadIdx.x;
if(threadIdx.x >= blockDim.x - n) {

N_ds[threadIdx.x - (blockDim.x - n)] = (halo_index_left < 0) ? 0 : N[halo_index_left];
}

// Load internal elements
N_ds[n + threadIdx.x] = N[blockIdx.x*blockDim.x + threadIdx.x];

// Load right halo
int halo_index_right = (blockIdx.x + 1)*blockDim.x + threadIdx.x;
if(threadIdx.x < n) {

N_ds[n + blockDim.x + threadIdx.x] = (halo_index_right >= Width) ? 0 : N[halo_index_right];
}

__syncthreads();  // Intra-block synchronization

float Pvalue = 0;
for(int j = 0; j < Mask_Width; j++) {

Pvalue += N_ds[threadIdx.x + j] * M[j];  // Convolution result
}
P[i] = Pvalue;

}

Tiled 1D Convolution Kernel

Slide credit: Hwu & Kirk



2D Convolution (I)
n The mask is 2D

q For example, a Gaussian filter

Gaussian mask

25



2D Convolution (II)
n Same memory locations accessed by neighboring threads

for (int i = 0; i < 3; i++){
for (int j = 0; j < 3; j++){

sum += gauss[i][j] * Image[(i+row-1)*width + (j+col-1)];
}

}

26



Tiling in 2D Convolution
n To take advantage of data reuse, we divide the input into tiles 

that can be loaded into shared memory

__shared__ int l_data[(L_SIZE+2)*(L_SIZE+2)];
…
Load tile into shared memory
__syncthreads();
for (int i = 0; i < 3; i++){
for (int j = 0; j < 3; j++){
sum += gauss[i][j] * l_data[(i+l_row-1)*(L_SIZE+2)+j+l_col-1];

}
}

27



Loading Tiles into Shared Memory

output
Challenge: Input and output tiles have different dimensions
( input tile dimension = output tile dimension + 2 × mask radius )

Solution: Launch enough threads per block to load the input tile to 
shared memory, then use a subset of them to compute and store the 

output tile

mask
(in constant 
memory)

output tile dimension

mask dimension

mask radius
inputtile
(in shared 
memory)

input tile dimension

Slide credit: Izzat El Hajj
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inputtile
(in shared 
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input tile dimension
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input tile dimension

Slide credit: Izzat El Hajj
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inputtile
(in shared 
memory)

input tile dimension

Difference in Tile Sizes (II)

output

mask
(in constant 
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output tile dimension
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thread block

input tile dimension
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Slide credit: Izzat El Hajj
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Difference in Tile Sizes (III)

output

inputtile
(in shared 
memory) mask

(in constant 
memory)

output tile dimension

input tile dimension

mask dimension

mask radius

thread block

input tile dimension

output tile dimension

threads active 
when computing 
and storing the 

output tile

Slide credit: Izzat El Hajj
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2D Convolution Examples
n Original

n Blur

n Motion blur

n Sharpen

https://lodev.org/cgtutor/filtering.html 32

https://lodev.org/cgtutor/filtering.html


Canny Edge Detection
n Gaussian filtering

q Smooth the image to remove noise
n Sobel filtering

q Find the intensity gradients of the image
n Non-maximum suppression

q Suppress spurious response to edge detection
n Hysteresis threshold

q Strong edges + weak edges connected to a strong edge

Canny, "A Computational Approach To Edge Detection," IEEE TPAMI, 1986 33



Convolutions are Stencils



Stencil Computation
n Stencils are a class of 

algorithms where each 
output element is 
calculated from a set of 
neighboring input 
elements in a 
structured grid
q Widely-used in high 

performance 
computing to solve 
partial differential 
equations (PDEs)

35

1D Jacobi

1D 7-point

2D Jacobi Gaussian Blur Filter
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Stencil Computation and Applications

http://www.flometrics.com/fluid-dynamics/computational-fluid-dynamics
Naoe et al., "Secure Key Generation for Static Visual Watermarking by Machine Learning in Intelligent Systems and Services," IJSSOE, 2010

7-point Jacobi in 3D plane

-
,+,*

-
,+,*

x

y

n Stencil computations update 
values in a grid using a fixed 
pattern of grid points

n Stencils are used in ~30% of 
high-performance computing 
applications

36

http://www.flometrics.com/fluid-dynamics/computational-fluid-dynamics


Heterogeneous System: CPU+FPGA

POWER9 AC922 HBM-based AD9H7 board 

CAPI2

Source: AlphaDataSource: IBM

We evaluate two POWER9+FPGA systems:
1. HBM-based board AD9H7
Xilinx Virtex Ultrascale+™ XCVU37P-2

Singh et al., NERO: A Near High-Bandwidth Memory Stencil Accelerator for Weather Prediction Modeling, FPL 2020 37

2. DDR4-based board AD9V3
Xilinx Virtex Ultrascale+™ XCVU3P-2



NERO Application Framework

• NERO communicates to Host 
over CAPI2 (Coherent 
Accelerator Processor Interface)

• COSMO API handles offloading 
jobs to NERO

• SNAP (Storage, Network, and 
Analytics Programming) allows 
for seamless integration of the 
COSMO API

https://github.com/open-power/snap

38Singh et al., NERO: A Near High-Bandwidth Memory Stencil Accelerator for Weather Prediction Modeling, FPL 2020

https://github.com/open-power/snap


Accelerating Climate Modeling
n Gagandeep Singh, Dionysios Diamantopoulos, Christoph Hagleitner, Juan 

Gómez-Luna, Sander Stuijk, Onur Mutlu, and Henk Corporaal,
"NERO: A Near High-Bandwidth Memory Stencil Accelerator for 
Weather Prediction Modeling"
Proceedings of the 30th International Conference on Field-Programmable Logic 
and Applications (FPL), Gothenburg, Sweden, September 2020.
[Slides (pptx) (pdf)]
[Lightning Talk Slides (pptx) (pdf)]
[Talk Video (23 minutes)]
Nominated for the Stamatis Vassiliadis Memorial Award.
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https://people.inf.ethz.ch/omutlu/pub/NERO-near-memory-stencil-acceleration-for-weather_fpl20.pdf
https://www.fpl2020.org/
https://people.inf.ethz.ch/omutlu/pub/NERO-near-memory-stencil-acceleration-for-weather_fpl20-talk.pptx
https://people.inf.ethz.ch/omutlu/pub/NERO-near-memory-stencil-acceleration-for-weather_fpl20-talk.pdf
https://people.inf.ethz.ch/omutlu/pub/NERO-near-memory-stencil-acceleration-for-weather_fpl20-lightning-talk.pptx
https://people.inf.ethz.ch/omutlu/pub/NERO-near-memory-stencil-acceleration-for-weather_fpl20-lightning-talk.pdf
https://www.youtube.com/watch?v=xMiuqUyjkk0


Convolutions in Machine Learning



Convolutions in Machine Learning
n Convolutions are traditionally used for feature detection in image 

processing
q They can be used as neural network layers

n Convolutions have an advantage over fully connected layers 
(e.g., in multilayer perceptron, MLP)
q Local weights: They compute on only a window around the element 

of interest
q Data sharing via on-chip memories is feasible

41
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Convolutional Neural Networks: Demo

42

http://yann.lecun.com/exdb/lenet/index.html



LeNet-5, a Convolutional Neural Network 
for Hand-Written Digit Recognition

43

This is a 1024*8 bit input, which will 
have a truth table of 28196 entries

Slide credit: Hwu & Kirk



An Example of 2D Convolution

Structure information
Input: 5*5 (blue)
Kernel (filter): 3*3 (grey)
Output: 5*5 (green)

Computation information
Stride: 1
Padding: 1 (white)

Output Dim = (Input + 2*Padding
- Kernel) / Stride + 1Input feature map

Output feature map

44



An Example of 2D Convolution

Input 
Layer

CNN 
filter

Output 
Layer
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Another Example of 2D Convolution

Input 
Layer CNN 

filter

Output 
Layer

46Slide credit: Hwu & Kirk
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A Basic Conv. Layer Forward Kernel 
(Code is Incomplete!)
__global__ void ConvLayerForward_Basic_Kernel(int C, int W_grid, 

int K, float* X, float* W, float* Y){

int m =  blockIdx.x;  // Index of the output feature map
int h =  blockIdx.y / W_grid + threadIdx.y;
int w =  blockIdx.y % W_grid + threadIdx.x;

float acc = 0.;
...

for(int c = 0;  c < C; c++) { // Sum over all input channels

for(int p = 0; p < K; p++) // Loop over KxK filter

for(int q = 0; q < K; q++)  

acc += X[c, h + p, w + q] * W[m, c, p, q];
}

Y[m, h, w] = acc;
}

Slide credit: Hwu & Kirk 47



Power of Convolutions and Applied Courses

n In 2010, Prof. Andreas Moshovos adopted Professor Hwu’s
ECE498AL Programming Massively Parallel Processors Class

n Several of Prof. Geoffrey Hinton’s graduate students took 
the course

n These students developed the GPU implementation of the 
Deep CNN that was trained with 1.2M images to win the 
ImageNet competition

48Slide credit: Hwu & Kirk



Example: AlexNet (2012)

49

n AlexNet wins the ImageNet classification competition with 
~10% points higher accuracy than state-of-the-art
q Krizhevsky et al., “ImageNet Classification with Deep Convolutional 

Neural Networks”, NIPS 2012.



Neural Network Layer Examples

50By Cmglee - Own work, CC BY-SA 4.0, https://commons.wikimedia.org/w/index.php?curid=104937230



n Google improves accuracy by adding more network layers
q From 8 in AlexNet to 22 in GoogLeNet
q Szegedy et al., “Going Deeper with Convolutions”, CVPR 2015.

Example: GoogLeNet (2014)

51



n He et al., “Deep Residual Learning for Image Recognition”, CVPR 2016.

Example: ResNet (2015)

52

Human: 5.1%

First CNN



Reducing Convolution Layers to 
Matrix Multiplications
n Convolution layers are the compute intensive parts of a 

CNN

n GPUs have extremely high-performance implementations of 
matrix multiplications

n Tiling techniques for matrix multiplication naturally reuse 
input features across output feature maps

n Converting convolutions in a convolution layer to a matrix 
multiplication helps to keep the level of parallelism stable 
across CNN layers

Slide credit: Hwu & Kirk 53



Implementing a Convolutional Layer 
with Matrix Multiplication

54
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N

N

Tiled Matrix-Matrix Multiplication (I)

A

B

C

N

N

N

N

Step 1: Load 
the first tile of 

each input 
matrix to 

shared memory 
(each thread 

loads one 
element)

Slide credit: Izzat El Hajj

C = A x B
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Tiled Matrix-Matrix Multiplication (II)

Ctile = Atile x Btile

Atile

Btile

Ctile

Step 2: Each 
thread 

computes its 
partial sum 

from the tiles in 
shared memory 
(threads wait 
for each other 

to finish)

Slide credit: Izzat El Hajj
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Deep Learning Matrix Multiplication 
Hierarchical Decomposition

https://www.anandtech.com/show/12673/titan-v-deep-learning-deep-dive/3 57

https://www.anandtech.com/show/12673/titan-v-deep-learning-deep-dive/3


Joint Register and Shared Memory Tiling
n Store input M tile and output P 

tile elements in registers
n Store input N tile elements in 

shared memory
n Decouple of M and N input tile 

widths
q TILE_WIDTH_M , TILE_WIDTH_N

n Key quantities
q Number of threads = TILE_WIDTH_M
q Output tile size = TILE_WIDTH_M * 

TILE_WIDTH_N
q Reuses for each N element = 

TILE_WIDTH_M 
q Reuses for each M element = 

TILE_WIDTH_N
q Each thread calculates 

TILE_WIDTH_N P elements

Example:
TILE_WIDTH_M = 4
TILE_WIDTH_N = 2

58Slide credit: Hwu & Kirk



NVIDIA A100 Core
19.5 TFLOPS Single Precision
9.7 TFLOPS Double Precision
312 TFLOPS for Deep Learning (Tensor cores)

59https://developer.nvidia.com/blog/nvidia-ampere-architecture-in-depth/



NVIDIA H100 Core
48 TFLOPS Single Precision*
24 TFLOPS Double Precision*
800 TFLOPS (FP16, Tensor Cores)*

60
https://developer.nvidia.com/blog/nvidia-hopper-architecture-in-depth/
* Preliminary performance estimates

https://developer.nvidia.com/blog/nvidia-hopper-architecture-in-depth/


Tensor Core Microarchitecture (Volta)
n Each warp utilizes two tensor cores
n Each tensor core contains two “octets”

q 16 SIMD units per tensor core (8 per octet)
q 4x4 matrix-multiply and accumulate each cycle per tensor core

61* M. A. Raihan, N. Goli and T. M. Aamodt, "Modeling Deep Learning Accelerator Enabled GPUs," ISPASS 2019.
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Figure 13: Proposed Tensor Core Microarchitecture

each FEDP unit, multiplication is performed in parallel in
the first stage and accumulation occurs over three stages for
a total of four pipeline stages. As each tensor core consists
of sixteen FP16 FEDP units, it is capable of completing one
4× 4 matrix multiplication each cycle.

V. MODELING AND EVALUATION

A. Modelling Tensor Cores
Our changes to model the tensor cores in Volta are avail-

able in the “dev” branch of GPGPU-Sim [24] on github3. We
extended the current version of GPGPU-Sim to support 16-
bit floating-point by using a half-precision C++ header-only
library [45]. The library provides an efficient implementation
of 16-bit floating-point conforming to the IEEE 754 half-
precision format. It provides common arithmetic operations
and type conversion. GPGPU-Sim currently only supports
SASS execution for the G90 architecture; therefore, we only
model tensor core operations at the PTX level. To do so,
we added functional and timing models for the wmma.load,
wmma.mma and wmma.store PTX instructions described in
Section II-C.

Our functional model of the wmma.load and wmma.store
PTX instructions support all possible layout combinations
for operand matrix A, B and C. Our functional model follows

3https://github.com/gpgpu-sim/gpgpu-sim_distribution/tree/dev

the operand matrix element to thread mapping shown in
Figure 7. We have verified the timing model generates
the exact same number of coalesced memory transactions
generated by the Titan V GPU for these operations.

Our functional model of the wmma.mma instruction sup-
ports all 32 possible configurations supported on the Titan V
GPU. A timing model for the tensor core functional unit
is added to the GPU pipeline. We interface our tensor
core timing model to the operand collector unit modeled
in GPGPU-Sim. Each wmma.mma instruction is issued to
the tensor core unit after all of its source operands are
ready in the operand collector. We updated the scoreboard to
check for RAW and WAW hazard associated with wmma.mma
instructions.

We validate our tensor core model by comparing against
an NVIDIA Tesla Titan V with CUDA Capability 7.0, hosted
by an Intel Core i7-4771 3.50GHz based workstation with
Ubuntu 16.04.4 LTS, CUDA Toolkit Version 9.0, NVIDIA
410.48 GPU driver, and gcc 4.9.4. Figure 14a compares the
cycles required to execute a WMMA based matrix-multiply
and accumulate kernel on the Titan V GPU and GPGPU-
Sim as matrix size varies. We find GPGPU-Sim tracks real
hardware very accurately with a standard deviation of less
than 5%. This is despite the fact our model is implemented
at the PTX level.
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Proposed* tensor core microarchitecture

SIMD unit

Unlike conventional SIMD, 
register contents are not
private to each thread, but 
shared inside the warp



n Load/Store from 
TensorCore

n Fixed size matrix 
multiplication: usually 
4x4, 16x16, or 64x64

n NVIDIA supports non-
square matrix dimensions

Tensor Core Operations

Slide credit: Hwu & Kirk (PUMPS 2021) 62



TensorCore WMMA 
(WARP Matrix Multiply Accumulate) API

Fairly simple low level API that operates on memory fragments
(internally registers)

wmma::fragment<_Use, _M, _N, _K, _Type, _Layout>;

wmma::fill_fragment(fragment<…> &, const _Type &);

wmma::load_matrix_sync(fragment<…> &, const _Type *, unsigned, 
_Layout);

wmma::store_matrix_sync(_Type *, const fragment<…> &, unsigned, 
_Layout);

wmma::mma_sync(fragment<…> &, const fragment<…> &, const
fragment<…> &, const fragment<…> &, bool);

Slide credit: Hwu & Kirk (PUMPS 2021) 63



Matrix Fragments

A memory fragment (internally a set of registers) 

wmma::fragment<
typename _Use, /* matrix_a | matrix_b | accumulator */ 
int _M,             /* Fragment dimensions */
int _N, 
int _K, 
typename _Type,     /* Data type  (half | float | …) */
type _Layout = void /* row_major | col_major */

>;

Slide credit: Hwu & Kirk (PUMPS 2021) 64



Matrix Fragment Initialization 
with Constant Values

Fills the fragment with some constant value C

wmma::fill_fragment(
fragment<…> & fragment,  /* Fragment to fill */ 
const _Type & C /* Constant value to fill with */

);

Slide credit: Hwu & Kirk (PUMPS 2021) 65



Loading Matrix Fragment from Memory

Loads data from global or shared memory with specified stride
into the fragment

If the fragment is matrix_a or matrix_b, the layout is inferred 
from the fragment type

In the example, we load a tile of a matrix (at 
&a[aRow+aCol*lda]) into a_frag with lda as the stride

wmma::load_matrix_sync(
fragment<…> & fragment,  /* Fragment to load */ 
const _Type * mptr, /* Staring address to load from */
unsigned lda, /* Leading matrix dimension */
_Layout layout;          /* Matrix layout */

);

wmma::load_matrix_sync(a_frag, &a[a_row + a_col * lda], lda);

Slide credit: Hwu & Kirk (PUMPS 2021) 66



Storing Matrix Fragment to Memory 

Stores the fragment into global or shared memory with specified 
stride and layout 

wmma::store_matrix_sync(
_Type * mptr, /* Staring address to store to */
const fragment<…> & fragment, /* Fragment to store */ 
unsigned lda, /* Leading matrix dimension */
_Layout layout; /* Matrix layout */

);

Slide credit: Hwu & Kirk (PUMPS 2021) 67



GEMM of Matrix Fragments

Stores in out the result of computing a x b + c
If satf is true, the following saturation happens:

q Infinite saturates to MAX_NORM
q Minus infinite saturates to –MAX_NORM
q NaN is transformed to 0

wmma::mma_sync(
fragment<…> & out, /* Output fragment */ 
const fragment<…> & a,  /* Fragment A */ 
const fragment<…> & b,  /* Fragment B */ 
const fragment<…> & c,  /* Fragment C */ 
bool satf = false /* Saturate to +-MAX_NORM */

);

Slide credit: Hwu & Kirk (PUMPS 2021) 68



GEMM Kernel Using MMA in Half Precision 
(1 of 3)
#include <mma.h>
using namespace nvcuda::wmma;
__global__ void dot_wmma(half * a, half * b, half * c,

int M, int N, int K, float alpha, float beta) ) {
int lda = M; int ldb = K; int ldc = M;
int warp_m = (blockIdx.x * blockDim.x + threadIdx.x) / warpSize;
int warp_n = (blockIdx.y * blockDim.y + threadIdx.y);

fragment<matrix_a, 16, 16, 16, half, col_major> a_frag;
fragment<matrix_b, 16, 16, 16, half, row_major> b_frag;
fragment<accumulator, 16, 16, 16, half> acc_frag;
fragment<accumulator, 16, 16, 16, half> c_frag;

fill_fragment(acc_frag, 0.0f);

Slide credit: Hwu & Kirk (PUMPS 2021) 69



GEMM Kernel Using MMA in Half Precision 
(2 of 3)

for (int i = 0; i < K; i += 16) {
int a_row = warp_m * 16; int a_col = i;
int b_row = i; int b_col = warp_n * 16;

if (a_row < M && a_col < K && b_row < K && b_col < N) {
/* Load fragments in the tile */
load_matrix_sync(a_frag, a + a_row + a_col * lda, lda);
load_matrix_sync(b_frag, b + b_row + b_col * ldb, ldb);

/* Compute partial result and accumulate */
mma_sync(acc_frag, a_frag, b_frag, acc_frag);

}
}

Slide credit: Hwu & Kirk (PUMPS 2021) 70



GEMM Kernel Using MMA in Half Precision 
(3 of 3)

int c_row = warp_m * 16; int c_col = warp_n * 16;

if (c_row < M && c_col < N) {
/* Load output fragment from memory */
load_matrix_sync(c_frag, c + c_row + c_ol * ldc, ldc, mem_col_major);

/* Update fragment with computed result */
for(int i = 0; i < c_frag.num_elements; i++) {

c_frag.x[i] = alpha * acc_frag.x[i] + beta * c_frag.x[i];
}
/* Store output fragment */
store_matrix_sync(c + c_row + c_col * ldc, c_frag, ldc, mem_col_major);

}
}

Slide credit: Hwu & Kirk (PUMPS 2021) 71



Systolic Arrays



Google TPU Generation I (~2016)

73

Jouppi et al., “In-Datacenter Performance Analysis of a Tensor Processing Unit”, ISCA 2017.



Google TPU Generation II (2017)

74

https://www.nextplatform.com/2017/05/17/first-depth-look-googles-new-second-generation-tpu/

4 TPU chips
vs 1 chip in TPU1

High Bandwidth Memory 
vs DDR3

Floating point operations
vs FP16

45 TFLOPS per chip
vs 23 TOPS

Designed for training 
and inference
vs only inference



Google TPU Generation III (2019)

75
https://cloud.google.com/tpu/docs/system-architecture

32GB HBM per chip
vs 16GB HBM in TPU2

4 Matrix Units per chip
vs 2 Matrix Units in TPU2

90 TFLOPS per chip
vs 45 TFLOPS in TPU2



Google TPU Generation IV (2021)

76

250 TFLOPS per chip in 2021
vs 90 TFLOPS in TPU3

1 ExaFLOPS per board

New ML applications (vs. TPU3):
• Computer vision
• Natural Language Processing (NLP)
• Recommender system
• Reinforcement learning that plays Go

https://spectrum.ieee.org/tech-talk/computing/hardware/heres-how-googles-tpu-v4-ai-chip-stacked-up-in-training-tests



An Example Modern Systolic Array: TPU (II)

77
Jouppi et al., “In-Datacenter Performance Analysis of a Tensor Processing Unit”, ISCA 2017.



Example 2D Systolic Array Computation
n Multiply two 3x3 matrices (inputs)

q Keep the final result in PE accumulators

78

P = M
Q = N
R = R + M*N



An Example Modern Systolic Array: TPU (III)

79



Lecture on Systolic Arrays

80https://youtu.be/UtLy4Yagdys?t=2948

https://youtu.be/UtLy4Yagdys?t=2948


Recommended Readings (I)

n Hwu and Kirk, “Programming Massively Parallel Processors,”
Third Edition, 2017
q Chapter 7 - Parallel patterns —
convolution: An introduction to 
stencil computation
q Chapter 16 - Application case study —
machine learning

81



Recommended Readings (II)

n Hwu and Kirk and El Hajj, “Programming Massively Parallel 
Processors,” Fourth Edition, 2022
q Chapter 7 - Convolution: An introduction to 
constant memory and caching
q Chapter 8 - Stencil
q Chapter 16 - Deep learning

82
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